Bristle Software Logging

All operations performed in the Business Tier (Web server) are logged in the Web server's log file.  For the Tomcat Web server, a new log file is created each day so that old log files can be archived and/or deleted to preserve disk space.  The files are in the "logs" directory of the directory where Tomcat in installed, and have names like:


.../logs/<hostname>_log_YYYY-MM-DD.txt

For example, on Linux or Unix:


/usr/local/tomcat/logs/neptune_log_2007-07-17.txt


/usr/local/tomcat/logs/neptune_log_2007-07-18.txt


/usr/local/tomcat/logs/neptune_log_2007-07-19.txt

and on Windows:


C:\Apps\Apache\tomcat\logs\localhost_log_2007-07-17.txt


C:\Apps\Apache\tomcat\logs\localhost_log_2007-07-18.txt


C:\Apps\Apache\tomcat\logs\localhost_log_2007-07-19.txt

Each line written to the log file looks like (all on one line):

2007/07/19 16:50:22.661 Thu ITF v0.2.1 FRED@192.168.0.4/FF2.0-Mac [http-8314-Processor24] 1184863822661 23100984 29884416 3 . . END   FormltnBO.save(41=Univality) : 241

where the various parts are:

	2007/07/19 16:50:22.661 Thu
	Date and time, to the millisecond, with day of week.

Useful for a person reading the log file.

	ITF v0.2.1
	Name and version of the web application.

Useful when the same server is running multiple web applications, or multiple versions of the same web application.

	FRED
	Username, if known, otherwise "anonymous".

	192.168.0.4
	User's IP address.

	FF2.0
	User's Web browser and version:

FF = Firefox

NS = Netscape

IE = Internet Explorer

SF = Safari

OP = Opera

KO = Konqueror

AOL = America Online

GK = Other Gecko-based browser

UNK = Unknown

	Mac
	User's operating system:

Lin = Linux

Mac = Macintosh

Win = Windows

UNK = Unknown

	[http-8314-Processor24]
	Thread name.

	1184863822661
	Current time in milliseconds.

Useful for automated tools that analyze the log file to determine durations, bottlenecks, etc.

	23100984
	Bytes of JVM memory currently in use by Java servlets.

Useful for diagnosing memory leaks.

	29884416
	Bytes of memory currently reserved by the JVM, regardless of whether they are currently being used by any Java servlets.

Useful for diagnosing memory leaks.

	3
	Log level.

Higher numbers are used for more detailed logging.

The logger can be set to log only to a specified log level, ignoring more detailed log requests.

Also, even if great detail was logged, automated tools can use this to filter out more detailed lines from a log, showing only the big picture.

Note:  Errors are always logged at level 1, so they don't get overlooked or filtered out by such a tool.

	. .
	Dots and spaces used for indentation based on log level.

Useful for a person scanning the log.

	END   FormltnBO.save (41=Univality) : 241
	Textual message, plus duration in milliseconds.

Various textual messages are logged by the application to describe what is happening in the Web server.  Most lines are BEGIN END pairs.  Each END line is followed by a colon and the elapsed number of milliseconds since the corresponding BEGIN.

Useful for a person scanning the log, or a simple tool that doesn't know how to find the matching BEGIN and END and do its own arithmetic. 


Features:

1.
Logging is done to the Web Server log file via the standard Java servlet interface.  It works the same on any Web Server.  All entries written to the log file are appended to the end of the existing log file, if any.  If no log file exists, a new one is created the next time a log entry is written.  Web servers typically include automatic processes to manage log files, splitting them into separate files per day, archiving and/or deleting old files, etc.

2.
The messages are written by the Web Server itself, so we don't have to deal with the issues of writing to a single log file from multiple threads.  We also don't have to deal with opening and closing the file, buffering data, writing efficiently, etc.  The server handles all of that. 

3.
ITF code (running as part of the Web Server process) will always have write access to the log file.  No protection problems like being unable to write to the log file if an administrator restarts the Web Server to run as a different userid.

4.
ITF log messages are intermixed with the Web Server's own messages.  Thus, any error messages reported by the Web Server will appear in the context of ITF messages, so we'll know what ITF was doing when the server error occurred.

5.
Date and time are logged, despite the fact that Web servers typically prefix log lines with the date and time, because we want to be sure to have milliseconds for debugging race conditions and such.  Also day of week is handy.

6.
Application name is logged, despite the fact that Web servers often prefix log lines with the portion of the URL that identifies the Web app, just in case it's not already there.  This is important when the same Web server is concurrently running multiple Web apps.

7.
Application version is logged.  This is important when the same Web server is concurrently running multiple version of the same Web app.

8.
Username is logged, if known.  Until the user responds to the login prompt, all entries are logged as "anonymous".  Thereafter, the username is recorded on all log entries.  


Note that invalid usernames, or usernames specified with invalid passwords, can appear on log lines, but only those that log the operations involved in checking the username and password and denying access to the user.

9.
User's IP address is logged.  This is useful for "anonymous" users, and for detecting cases of a single username being used concurrently from multiple computers.

10.
Web browser name and version, and operating system are logged.  This is useful for debugging browser-specific errors.  In addition to the abbreviations shown above, the full HTTP user-agent header is logged once when the user logs in.  For example:



HttpUserAgent = Mozilla/5.0 (Macintosh; U; Intel Mac OS X; en-US; rv:1.8.1.4) 
Gecko/20070515 Firefox/2.0.0.4

11.
Thread name is logged.  The Web Server uses a different thread to handle each concurrent HTTP request.  Therefore, the thread name can be used to group all log entries that have to do with a particular request.  Filtering the log file (or a portion of it) via the Unix "grep" command or the Windows "find" command accomplishes this, making it easy to see the log entries for the beginning, intermediate steps, and end of a single request, without having to wade through the intermingled log entries for other concurrent requests.

12.
On the other hand, if you don't filter the log file, you can see a sequential list of the operations that occurred, in the order they actually happened (Joe started a DB query, then Pete started one, then Joe's began executing business logic on the data, then Pete's started and finished its business logic, then Joe's finished, etc.).

13.
Since each entry has a date/time stamp, you can see how long each step of each request takes (how long does the database query take to run, how long to execute the business rules, etc.)

14.
Since each entry has an exact millisecond timestamp, you can determine such durations very exactly, or write a tool to analyze the log file subtracting the times from each other to determine durations, search for long durations, etc.

15.
Since each entry shows the JVM used/total memory, you can detect requests or steps of requests that consume lots of memory (building a large XML DOM, buffering a large string, or an entire JDBC recordset, etc.)

16.
You can use the log of JVM used/total memory to watch the trend of memory usage over time to detect slow memory leaks.

17.
Each log entry has a log level and ITF has a current log level.  If the level of the entry is higher (more detailed) than the current ITF level, no log entry is created.  The ITF log level is specified in the ITF config file, so it is easy to change on the fly, increasing or decreasing the level of detail logged by ITF Web.  The levels are:

	0
	No logging.

	1
	The top level JSP pages log their BEGIN and END lines.  For example:

  1 BEGIN FormltnAction.jsp(save)

  1 END   FormltnAction.jsp(save) : 401

Also an ERROR line and full error traceback is logged for every error reported to the user, as well as for every internal error.

Also a DENIED line is logged for every failed login attempt, and every attempt to bypass the login screen and access other screens directly.

Also, all periodic reloads of the config file are logged at this level since they can have such a dramatic effect on everything.

	2
	The BOs called directly from the JSP pages log their BEGIN and END lines.  For example:

  2 . BEGIN FormltnBO.save(41=Univality)

  2 . END   FormltnBO.save(41=Univality) : 241

	3+
	Other Java code, including BOs called by other BOs, log their BEGIN and END lines at level 3 and above.  For example:

  3 . . BEGIN FormltnBO.saveFormltnIngredListBean()

  3 . . END   FormltnBO.saveFormltnIngredListBean() : 191

Also, the BOs that log BEGIN and END at level 2 may log intermediate steps at level 3.

Generally loop iterations and other periodic messages are logged at one level higher than the lines for the start and end of such things.

	10-14
	The BEGIN and END of each DB access is logged at level 10.  Further details, up to an including the exact SQL statements executed, are logged at levels up to 14.

	15-19
	Checks of access rights are logged.  

Note:  Access right failures are logged at level 1, so these additional levels are really useful only for debugging or observing the logic that implements access rights. 

	20-24
	Image retrieval is logged

	25+
	Commonly included JSP pages and cached access to the config file is logged. 

	100
	Absolutely everything is logged.


18.
Most log entries are generated in pairs (BEGIN END) to make it clear which operations are still ongoing.  This has obvious advantages over loggers that log only the beginning or end of each operation.  In that case, when a problem occurs, you can't see which operation was ongoing.  The relevant operation may never have completed, and so may not yet have been logged.  Alternatively, the operation you suspect of being relevant may have started after the timeframe you are interested in.  It is much more useful to log both the BEGIN and END.

19.
All BEGIN and END entries are exactly matched.  The text to be logged (operation name, parameters, etc.) is specified only once and automatically appears on both the BEGIN and END lines.  Furthermore, Java "finally" clauses are used to ensure that there is an END for every BEGIN, even if an error occurs.  

20.
The textual message portion of each log entry (typically starting with BEGIN or END) is indented to show its log level.  This makes it easier to scan the log for matching BEGIN END pairs, skipping past nested BEGIN END pairs that represent multiple steps of a single request.  For example:

 1 BEGIN FormltnList.jsp(null)

 2 . BEGIN ProductBO.load(3=)

 3 . . BEGIN ContextBO.hasRight(VIEW_PRODUCT)

10 . . . . . . . . . BEGIN getResultSet()

10 . . . . . . . . . END   getResultSet() : 0

10 . . . . . . . . .       DB Connections : 3/3

 3 . . END   ContextBO.hasRight(VIEW_PRODUCT) : 0

 3 . . BEGIN Getting product data from the database.

10 . . . . . . . . . BEGIN getResultSet()

10 . . . . . . . . . END   getResultSet() : 10

 4 . . . BEGIN Getting formltn count from the database.

10 . . . . . . . . . BEGIN getResultSet()

10 . . . . . . . . . END   getResultSet() : 0

10 . . . . . . . . .       DB Connections : 2/3

 4 . . . END   Getting formltn count from the database. : 0

10 . . . . . . . . .       DB Connections : 3/3

 3 . . END   Getting product data from the database. : 10

 2 . END   ProductBO.load(3=) : 10

 2 . BEGIN FormltnListBO.load()

 3 . . BEGIN ContextBO.hasRight(VIEW_FORMLTN)

10 . . . . . . . . . BEGIN getResultSet()

10 . . . . . . . . . END   getResultSet() : 0

10 . . . . . . . . .       DB Connections : 3/3

 3 . . END   ContextBO.hasRight(VIEW_FORMLTN) : 0

 3 . . BEGIN Getting formltn list data from the database.

10 . . . . . . . . . BEGIN getResultSet()

10 . . . . . . . . . END   getResultSet() : 0

 4 . . . Loaded 1 formltns.

10 . . . . . . . . .       DB Connections : 3/3

 3 . . END   Getting formltn list data from the database. : 10

 2 . END   FormltnListBO.load() : 20

 1 END   FormltnList.jsp(null) : 150

21.
You can monitor the Web server log file via standard tools like Unix "tail" and "grep".  (On Windows, use Cygwin's "tail", and the native "find" or Cygwin's "grep".)  For example, you can use the following commands (defined as Unix aliases or scripts, or similarly via Windows batch files), to monitor the log file:

	tomlogfile
	ls -t /usr/local/tomcat/logs/localhost_log*.txt | head -1

Get the name of the most recent log file.

	tomlog
	less `tomlogfile`

Load the log file into "less" so you can browse and search it.

	tomtail
	tail -f `tomlogfile`

Shows lines as they are added to the end of the log file.  Allows you to watch what is happening on the Web server, as it happens.
Note:  If you leave it running overnight, you should stop and restart it the next morning if the Web server has created a new daily log file.

	tomtailr
	tac `tomlogfile` | more

    or

tail -r `tomlogfile` | more

Shows the lines from the end of the log file in reverse order, most recent first.  The "more" command (or the "less" command if you have set PAGER to "less") pages through the reversed file.

	tomtail1
	tomtail | grep " 1 "

Same as tomtail, but only shows lines logged at level 1.

	tomtail2
	tomtail | grep " [12] "

Same as tomtail, but only shows lines logged at level 1 or 2.

	tomtail3
	tomtail | grep " [123] "

Same as tomtail, but only shows lines logged at level 1, 2 or 3.


22.
The information repeated in each one-line log entry makes it easy to search for specific things via standard tools like Unix grep and Windows find.  You can "pipe" the commands above through various "filters" like "grep", "find", and "more" to do other queries.  For example:

tomtail1 | grep save | grep FRED | grep Univality | more

to see all save operations performed by user FRED on formulation Univality as they occur.

23.
All END entries contain the duration (number of milliseconds since the corresponding BEGIN) to make it easy to spot long-running operations without having to do a lot of arithmetic or write a log file analyzer.  Thus, for each hit on the Web server, we can immediately see how long it took, how much of that time was spent waiting for the database, how much executing business logic, etc.  For example:

END   FormltnAction.jsp(save) : 401

Including the duration on each END entry makes it easy to search for slow Web operations via standard tools like Unix grep.  For example:

	tomslow6
	tomlog | egrep ": [0-9][0-9][0-9][0-9][0-9][0-9]" | more

Searches the log file for slow operations -- those that took at least 100 seconds.


You can also "pipe" such commands through various filters to do other queries.  For example:

tomslow6 | grep save | more

which shows the slow occurrences of save operations, or:

tomslow6 | grep -v save | more

which shows the slow occurrences of operations other than saves, or:

tomslow6 | grep -v save | grep -v load | more

which shows the slow occurrences of operations other than saves and loads.

24.
Each time a database connection is released, a line like the following is logged:

DB Connections : 2/3

indicating the number of available (2) and total (3) connections in the database connection pool.

25.
If an error occurs (a Java exception is thrown), each nested END shows the flag "(ABORTED)" until the error is caught and handled, at which point an ERROR line is logged along with the full traceback of the error.  For example:

10 . . . . . . . . . END   executeSQL() (ABORTED) : 70

 3 . . END   Saving product data to the database. (ABORTED) : 70

 2 . END   ProductBO.save(0=Product7) (ABORTED) : 90

 1 ERROR Internal error:

com.mysql.jdbc.exceptions.MySQLIntegrityConstraintViolationException: 

Duplicate entry 'Product7' for key 2

at com.mysql.jdbc.SQLError.createSQLException(SQLError.java:931)
at com.mysql.jdbc.MysqlIO.checkErrorPacket(MysqlIO.java:2870)
at com.mysql.jdbc.MysqlIO.sendCommand(MysqlIO.java:1573)
at com.mysql.jdbc.MysqlIO.sqlQueryDirect(MysqlIO.java:1665)
at com.mysql.jdbc.Connection.execSQL(Connection.java:3170)
at com.mysql.jdbc.Statement.executeUpdate(Statement.java:1316)
at com.mysql.jdbc.Statement.executeUpdate(Statement.java:1235)
at com.bristle.javalib.sql.ConnectionPoolUtil.executeSQL(ConnectionPoolUtil.java:574)
at com.bristle.javalib.sql.ConnectionPoolUtil.executeSQL(ConnectionPoolUtil.java:617)
at com.infratrac.itf.bo.ProductBO.save(ProductBO.java:467)
at org.apache.jsp.ProductAction_jsp._jspService(ProductAction_jsp.java:238)
at org.apache.jasper.runtime.HttpJspBase.service(HttpJspBase.java:94)
at javax.servlet.http.HttpServlet.service(HttpServlet.java:802)
at org.apache.jasper.servlet.JspServletWrapper.service(JspServletWrapper.java:324)
at org.apache.jasper.servlet.JspServlet.serviceJspFile(JspServlet.java:292)
at org.apache.jasper.servlet.JspServlet.service(JspServlet.java:236)
at javax.servlet.http.HttpServlet.service(HttpServlet.java:802)
at org.apache.catalina.core.ApplicationFilterChain.internalDoFilter(ApplicationFilterChain.java:237)
at org.apache.catalina.core.ApplicationFilterChain.doFilter(ApplicationFilterChain.java:157)
at org.apache.catalina.core.StandardWrapperValve.invoke(StandardWrapperValve.java:214)
at org.apache.catalina.core.StandardValveContext.invokeNext(StandardValveContext.java:104)
at org.apache.catalina.core.StandardPipeline.invoke(StandardPipeline.java:520)
at org.apache.catalina.core.StandardContextValve.invokeInternal(StandardContextValve.java:198)
at org.apache.catalina.core.StandardContextValve.invoke(StandardContextValve.java:152)
at org.apache.catalina.core.StandardValveContext.invokeNext(StandardValveContext.java:104)
at org.apache.catalina.core.StandardPipeline.invoke(StandardPipeline.java:520)
at org.apache.catalina.core.StandardHostValve.invoke(StandardHostValve.java:137)
at org.apache.catalina.core.StandardValveContext.invokeNext(StandardValveContext.java:104)
at org.apache.catalina.valves.ErrorReportValve.invoke(ErrorReportValve.java:118)
at org.apache.catalina.core.StandardValveContext.invokeNext(StandardValveContext.java:102)
at org.apache.catalina.core.StandardPipeline.invoke(StandardPipeline.java:520)
at org.apache.catalina.core.StandardEngineValve.invoke(StandardEngineValve.java:109)
at org.apache.catalina.core.StandardValveContext.invokeNext(StandardValveContext.java:104)
at org.apache.catalina.core.StandardPipeline.invoke(StandardPipeline.java:520)
at org.apache.catalina.core.ContainerBase.invoke(ContainerBase.java:929)
at org.apache.coyote.tomcat5.CoyoteAdapter.service(CoyoteAdapter.java:160)
at org.apache.coyote.http11.Http11Processor.process(Http11Processor.java:799)
at org.apache.coyote.http11.Http11Protocol$Http11ConnectionHandler.processConnection(Http11Protocol.java:705)
at org.apache.tomcat.util.net.TcpWorkerThread.runIt(PoolTcpEndpoint.java:577)
at org.apache.tomcat.util.threads.ThreadPool$ControlRunnable.run(ThreadPool.java:683)
at java.lang.Thread.run(Thread.java:534)

 1 END   ProductAction.jsp(save) : 210

26.
A single Logger class handles all logging.  The ITF code is instrumented with calls to Logger.log().  The Logger can be configured to send log entries for each such call to zero or more destinations.  Destination types include:

	The server log
	The current ITF Web server-side logging uses this.

	Text files
	In case we ever decide we need our own log file, separate from the server log file.

	Java "Writers"
	A general purpose way to write to a stream of data w/o having to worry about whether it is a string, a text file, a stream back to the Browser, etc.

	XML DOMs
	In case we want to send the log data in a structured way to a file or process for further processing.  I've used this in the past to show the log entries in an HTML table in a separate scrolling browser window while interacting in the main browser window.


